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Practical Research on BERT-based Domain Knowledge

Question Answering System
Bai Yiping
(Guangdong Haigixing Marine Technology Co., Ltd.)
Abstract: Domain knowledge question answering systems face practical constraints in offline
operation, data localization, and long-term invocation costs. Current mainstream solutions tend to adopt
large-parameter generative models. However, for domain-specific tasks, this paper argues that most
parameters in large models are used to encode general linguistic knowledge, while the proportion of
parameters truly serving a specific domain is extremely low, resulting in significant model redundancy.
Taking marine domain knowledge services as the background, this paper returns to the discriminative
architecture based on experiments with edge-side Large Language Models (LLM), and adopts a “text
classification + preset answers” approach, using bert-base-chinese with only about 102 million (102M)
parameters to build an offline-deployable question answering system. Experiments first compared the
performance of Ollama CPU inference and RKLLM NPU inference on domestic ARM development
boards, revealing limitations of edge-side LLMs in latency, hallucination, and resource occupation,
leading to the shift toward the BERT classification scheme. This paper emphasizes “domain means
specialty”: the training data originate from national standards, industry norms, and enterprise
knowledge to ensure authority. A reproducible engineering pipeline covering knowledge extraction,
training-data construction, model training, and deployment verification is established. A
confidence-analysis-based training-data deduplication method is proposed for the semantic-consistency
problem where the same concept is expressed differently across multiple authoritative sources; taking
the short question “sea temperature (¥3)” as an example, the confidence increased from 49.85% to
94.16%, and the validation accuracy reached 96.79%. Comparative experiments show that the proposed
scheme requires no GPU and runs smoothly on x86 and ARM CPUs (approximately 87ms on x86 and
307ms on ARM), serving as a useful exploration of localized Al deployment with practical value in
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offline, confidential, and standard-question-answering scenarios, validating the design philosophy that
“a suitable model matters more than a larger one.”

Key words: Al; BERT; knowledge question answering; text classification; training data cleaning; edge
deployment
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Tab. 1 Comparison of edge-side LLM inference performance
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Qwen2.5-3B Ollama CPU 25~36s 10 T/s 2.3GB
Qwen3.5-0.8B RKLLM NPU ~0.5s ~30T/s 1.4GB
DeepSeek API 7 i ~2s 90~116 T/s —

SR LA T A (1) CPU HEFEAEIR 4 =14, 1.5B BEAY B token FEIRIAZFD; (2) NPU
HEBEE RS CPU #2714 3 50, (UMK T S APL; (3) /NS HOR A SRR i M5 22,
BRARGMEOTERGER: (4) LLM A B AE LA, BRI, Ll i
547 M ATF e 35 TR W5 45 10 AR — 3,

1.3 HREM

T FRSEH, S LLM AR RS S A R IR SRR i M 2
BT, VISR, T BERT 2R EEFIR, EAMMEILE (~100ms) . &
KT, BLISMRS, TG AR, Kk, AR BERT K%, JFESk
BT ORI

2 BERT HEZEINLR

21 RREE

BERT ffi Devlin 5T 2018 442, MHRIECT 2019 /E NAACL KK, HAZ L
R PSR+ 0 SEE RRIBOE R A SI@HTE S Ron, B EhniiddE Batxt
BARMESSHATOAE, X —ulaH GPT & RFIMA 2 K.

BERT K4 FRK iR T“Bidirectional Encoder Representations from Transformers”. MAEH!
45K, BERT {4 Transformer [ Encoder #4y, J& T Encoder-only Z2%y; GPT %7l
Mg Decoder-only 2244, W5 43 ) FE # i 5 A4E AT 55 T Encoder )4 X fiTA:
RoBERTa. DistilBERT. TinyBERT 45454, JtT- Decoder 7> MIATAH GPT #7145
Az A

22 BLEHE

(1) 2844 BERT XH Transformer [¥) Encoder 544, ReWg RIS A R S0fE B4 #E#,
EAES. ILEEATS

(2) BNGAES: EEQFEMIIESHEA (MLM) AR —A I (NSP) . MLM FfEHLIE
FAB TG,  FHRRARYE bR SCHEAT RO NSP IR AN ) T AR SRS AR AT

(3) BAMMK: BERT-Base N 12 2. 4 1.02 12 (102M) ¥, FERZ4EE 768;
BERT-Large A 24 2. %) 3.4 {L&%. B E4EE 1024,




115

120

125

130

135

mﬂ&iEXEﬁ http://www.paper.edu.cn

23 BERT 5 GPT KXttt
BERT 5 GPT fEZMEM LM EEZEZRWE 2 P,

* 2BERT 5 GPT ZEMyxfLk
Tab. 2 Comparison between BERT and GPT architectures
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Tab. 3 Main configuration of model training
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Fig. 1 Training loss and validation accuracy curves
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Tab. 4 Comparison before and after fixing the “sea temperature” issue
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185 Tab. 5 Measured cross-platform inference performance
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Fig. 2 Running interface of the HXXedge system on Rockchip RK3588 development board (accessed via browser
at http://<board 1P>:5001)
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Tab. 6 Technical comparison of the two approaches
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Tab. 7 Performance and cost comparison of the two approaches

i HD-001 (LLM) HXXedge (BERT)
HEHAEIR 2~5 #3100 ms
LD #) 0.004~0.02 JG AHISAT, JoEE B
HEE A HEZEHT T RAEE F B EATIR
TEAFBEN TH A S i@ PC

A L s 22 DR THE BUK

B EnEN AR (AREO e (O

210 RPN INE 8 FiR.
* 8 WIKTT RLZENHe JIxf
Tab. 8 Security and protection comparison of the two approaches
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Tab. 9 Applicable scenarios of the two approaches
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Tab. 10 Overall comparison between BERT and large language models
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Tab. 11 Major categories of the classification coding system
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Tab. 12 Typical application scenarios for edge-side BERT deployment
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Tab. 13 Hardware requirements for edge-side deployment
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Tab. 14 Productization roadmap at three levels
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#* 15 BERT RN L
Tab. 15 Comparison of lightweight BERT variants
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AR SRR U RN Lk, IR SRR T B bR AT WG R A EIR, IR E =
BB 5 bt o FERE AR, R I 2 YRR SR Hh [R]— MR A E AN R R (138 L —
UMk, PR T R B A BTN R R U, (IR ) (S B e
49.85% FET+E 94.16%, WAFEHEMHFIL 96.79%.

ARSI R W TR L TS, BRI R RNGE RN AR E HiBRSHH
B KA p K40 50M T G 6 30 FHAE 55 AR, AT S5 M T 4r s TR Ak 30 ) =X
RERYC A o o (R U N R 8080, BRETERS B (155 Rk B3 BB R 8OR, [F) I 7E 5T
B HEHIEIR . B 2E T m AR RERY . HHEENR, BTEEY, TR
7E x86 (ZEitA) 5 ARM JFRWFIR 1 CPU 2Ky LI m gty (HEFEEIR 43 52
87ms 5 307ms) , i GPU fF, W{E CPU MR4ras. &axWl. EidA. MARXIFRIR
SN RAT R LS, A F AR A RS EA AL Al RS EE T RTAT R AR
SR, ER AN E . AUERPE SR E S I Tl sl %07 REE IR IR E . I
FCA [ B8 2, TR AR ORI 2 ARG RIOCRR 78 o J5 2 AR Bl 58 LR O [l RE SRR N«
(1) SRR 7 Ak R I VE IR —N A S 2 RS R R 5 I R4 AR e &=
FoAt 2 BAT b, BFIC AR 1 A o AR UE T (2) ZURKENIRENA 58 T s
— WA SR A FE T B AE B AT HTE S E AR A O 2 IR SRS Rl Y i,
FE s SRS SO FF 5 ARTE RS E B AHLHET s (3) 1] [ 40 B2 (10 38 2 3] e ——
HRSBHE OB 75, HRREA S E IR AT T R e RICH s iR, A 22
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RAEVEBS A (4) 050 AR iR A ) B M —— 7T BERT 5 2E BB g B[] L
i, f A AR PR R R S BAE T 1T, AR R A BT i R A HE B A
(5) HEAYEAL 5L I B 0 8 E—— R R BERT ALK & Al R 46 7 58 S AR WL
moGREE Fbs BT 6 RIS 1Shril 8 5 IR vr .
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